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Distributed Data in the Real World

Distributed Data

Data Privacy

Large language model
centralized fine-tuning

Smartphones
messages, typing, voice queries

Hospitals
clinical notes, medical records

Banks & enterprises
transactions, internal docs

Wireless networks
radio & network data

Privacy regulations (e.g., General Data Protection Regulation (GDPR), Health Insurance Portability and Accountability Act (HIPAA)), 
data ownership, and bandwidth prevent pooling the data



Federated Learning

Distributed Data

Increased Data Privacy

Server 4
𝛼𝑖 = 𝑛𝑖/n

    𝑛𝑖: data size of client 𝑖
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① Server sends 𝑾𝑔 ② Clients train on local data    ③ Clients upload 𝑾𝑖 ④ Server averages, repeat

⋯ ⋯
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Federated Learning

Distributed Data

Increased Data Privacy

Computation Cost

Communication Cost

Server 4
𝛼𝑖 = 𝑛𝑖/n
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① Server sends 𝑾𝑔 ② Clients train on local data    ③ Clients upload 𝑾𝑖 ④ Server averages, repeat

⋯ ⋯

every client trains the full model

every round, each client downloads 𝑾𝑔 and uploads 
𝑾𝑖: the full model (≈16 GB for 8B parameters)
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Federated Learning

Distributed Data

Increased Data Privacy

Computation Cost

Communication Cost

Server 4
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① Server sends 𝑾𝑔 ② Clients train on local data    ③ Clients upload 𝑾𝑖 ④ Server averages, repeat

⋯ ⋯

every client trains the full model

every round, each client downloads 𝑾𝑔 and uploads 
𝑾𝑖: the full model (≈16 GB for 8B parameters)

𝑊𝑔 =  ෍

𝑖=1

𝑁

𝛼𝑖𝑊𝑖

Idea: Only fine-tune instead of full model training 



Fine-Tuning a Pretrained Model

• Each layer: ℎ = 𝑾𝑥, weights 𝑾 ∈ ℝ𝑑×𝑑

o 𝑑 = hidden size (4096 in Llama 3-8B)

o attention / MLP projections map 𝑑→𝑑 
(𝑾 is square)

• Fine-tuning adapts 𝑾0:  𝑾 = 𝑾0 + Δ𝑾

o the update Δ𝑾 ∈ ℝ𝑑×𝑑 has the same shape

o full fine-tuning learns all 𝑑2 entries, every layer

𝑾0

𝑑

pretrained

Δ𝑾

𝑑

update

𝑾

𝑑

fine-tuned

𝑑 + =

𝑾

input 𝑥 ∈ ℝ𝑑 layer: ℎ = 𝑾𝑥 output ℎ ∈ ℝ𝑑



Why LoRA? Learn a Low-Rank Update

• Fine-tuning: 𝑾 = 𝑾0 + Δ𝑾, where Δ𝑾

• Observation: Δ𝑾 has low intrinsic rank

• LoRA writes Δ𝑾 as a product of two thin matrices

o Δ𝑾 = 𝑩𝑨,  𝑩 ∈ ℝ𝑑×𝑟,  𝑨 ∈ ℝ𝑟×𝑑,  rank 𝑟 ≪ 𝑑

• Freeze 𝑾0; train only 𝑩 and 𝑨

o 2𝑑𝑟 values instead of 𝑑² per matrix

o Merge 𝑩𝑨 into 𝑾0 after training: no extra latency

Δ𝑾

𝑑

𝑑 =

𝑟

𝑑

𝑩

𝑑

𝑟

𝑨

𝑑² values 2𝑑𝑟 values

256×
fewer trainable parameters per matrix

(𝑑 = 4096, 𝑟 = 8: 16.8M → 65.5K)

Hu et al., “LoRA: Low-Rank Adaptation of Large Language Models,” ICLR 2022



How LoRA Works?

[1] Hu et al., "Lora: Low-rank adaptation of large language models.” In International Conference on Learning Representations (ICLR). 2022.

Full Fine-Tuning

ℎ = 𝑾𝑥

𝑾 ∈ ℝ𝑑×𝑑

LoRA

ℎ = 𝑾0 + 𝑩𝑨 𝑥

𝑩 ∈ ℝ𝑑×𝑟 , 𝑨 ∈ ℝ𝑟×𝑑 , 𝛥𝑾 = 𝑩𝑨 ∈ ℝ𝑑×𝑑

𝑩𝑨 𝑥𝑾𝟎𝑥



How to leverage LoRA in FL? Federated LoRA

Increased Data Privacy

Distributed Data

(𝑩𝟏, 𝑨𝟏) (𝑩𝟐, 𝑨𝟐) (𝑩𝒏, 𝑨𝒏)

{𝑩𝒊, 𝑨𝒊}𝟏=𝟏
𝒏 → (𝑩𝒈, 𝑨𝒈)

(𝑩𝒈, 𝑨𝒈)

Computation Cost

Communication Cost



Why Is LoRA Challenging in Federated Learning?

Server receives only factors 𝐵𝑖 , 𝐴𝑖

needs

Client 1

rank 𝑟1

Client 𝒊

rank 𝑟i

Client N

rank 𝑟N

(𝑩𝑖, 𝑨𝑖)
every round

1 Aggregation

Averaging the factors is not averaging the updates

2 Local continuity

Exact averaging + re-factorizing replaces each client's own factors

3 Heterogeneous ranks

Clients with different 𝑟𝑖 send factors of different shapes

4 Privacy

Server sees every (𝑩𝑖, 𝑨𝑖); secure aggregation only sums

These four challenges define the state of the art and the research gap (next)

𝐵1

𝐴1
𝐵𝑖

𝐴𝑖
𝐵𝑁

𝐴𝑁



Challenge 1: Averaging Factors ≠ Averaging Updates

1 The server needs the average of the products, but FedIT averages each factor

Ideal update

FedIT

Aggregation error

✓ Zero only if all clients share the same 𝑩 or the same 𝑨; grows as their factors diverge 

(non-IID data)

𝑩𝑔𝑨𝑔 mixes all 𝑁2 products (𝑁= 3)

𝑨1

𝑩1 𝑩1𝑨1

𝑩2𝑨1

𝑩3𝑨1

𝑨2

𝑩2

𝑩1𝑨2

𝑩2𝑨2

𝑩3𝑨2

𝑨3

𝑩3

𝑩1𝑨3

𝑩2𝑨3

𝑩3𝑨3

trained by a client, weight 1/𝑁2 instead of 1/𝑁

cross terms 𝑩𝑖𝑨𝑗, 𝑖 ≠ 𝑗: no client trained them

FedIT = FedAvg on the factors: it averages 𝑩 and 𝑨
separately, like ordinary weights

The adapter is then their product 𝑩𝑔𝑨𝑔 , the server 
never forms the products 𝑩𝑖𝑨𝑖

But average-of-products ≠ product-of-averages



Challenge 2: Local Continuity

2 The client was optimizing its own factors; replacing them undoes progress

At the round boundary

✓ The locally optimized factors are discarded

✓ Re-factorizing changes the factors even where 

the product agrees: 𝑩𝑨 = (𝑩𝑸)(𝑸−1𝑨)

Measured in the paper by

Every round the client partly redoes its progress: factor-level initialization mismatch



Challenge 3: Heterogeneous Ranks

3 Client 𝑖 trains 𝑩𝑖 ∈ ℝ𝑑×𝑟ᵢ, 𝑨𝑖 ∈ ℝ𝑟ᵢ×𝑑, with rank 𝑟𝑖 set by its memory and bandwidth

Phone: 𝑟1 = 2

𝑩1

𝑨1

Laptop: 𝑟2 = 4

𝑩2

𝑨2

Workstation: 𝑟3 = 8

𝑩3

𝑨3

Different shapes: cannot be 
averaged directly

A common fix: zero-pad every factor to the largest rank

0

𝑩1

0

𝑩2 𝑩3

average

×1 ×2/3 ×1/3

✓ Shapes now match, but directions that only large-rank 
clients learned are averaged with zeros: shrunk to 1/3 here

✓ The factor-averaging error of Challenge 1 remains



Challenge 4: Privacy

4 Shared factors can leak data, and the standard defense does not fit LoRA

The standard defense: secure aggregation

Server

gets

needs

✓ Masks cancel only in sums

✓ LoRA aggregation multiplies factors: not a sum

The LoRA attack (DAGER): recover input tokens from the shared factor gradients

① Setup — what the client shares

𝑾0 frozen; 𝑥𝑡 = token embedding

shared updates = gradients ∇𝑨ℒ, ∇𝑩ℒ

② The leak: ∇𝑨ℒ is low-rank (only 𝑟 rows)

row space of ∇𝑨ℒ = span of the inputs 𝑥𝑡 = the input token embeddings

③ Recover the tokens — filter the vocabulary

matches = the client’s input tokens · exact when #tokens ≤ 𝑟 · order by greedy search

Uses: the shared ∇𝑨ℒ (𝑟×𝑑) + the public embedding table 𝐸. 𝑩, 𝑨 shape the gradient; the row-space test 

needs only ∇𝑨ℒ.

DAGER (Petrov et al., NeurIPS’24, App. B.4);  MineGrad (2025), effective down to rank 4.



Research Approach: Exploit the Low-Rank Structure

Optimization

✓ Aggregate in product space
✓ Keep local factors

Privacy

✓ Attacks on low-rank updates

✓ Information-theoretic and 
differential privacy (DP) measures

Security

✓ Robust and verifiable aggregation

Tools: optimization theory · information and coding theory · cryptography · large-scale LLM experiments

Main technical challenges

• Bilinear aggregation vs. linear secure aggregation

• Nonlinear reconstruction (QR / SVD)

• Persistent local factors across rounds

• Heterogeneous data and ranks

• Scale: billions of parameters

Initial investigation I: aggregation (preliminary) Next investigation II: privacy First two years: plan, checkpoints, risks



How Does the Server Aggregate?

Server needs the average update

Client 1 Client 2 Client 3

(𝑩𝑖, 𝑨𝑖) (𝑩𝑔, 𝑨𝑔) = ?

𝑩₁

𝑨₁

𝑩₂

𝑨₂

𝑩₃

𝑨₃

Representative approaches:

1) Average the factors (FedIT)

2) Align, then average (FedRot-LoRA)

3) Aggregate products + SVD 
(FlexLoRA)

Each client trains its own low-rank factors on local data

FedIT (Federated Instruction Tuning): Zhang et al., ICASSP 2024.  FedRot-LoRA: Zhang et al., ICML 2026.  FlexLoRA: Bai et al., NeurIPS 2024.



Option 1: Average the Factors (FedIT = Federated Instruction Tuning)

Server

Client 1 Client 2 Client 3

(𝑩𝑖, 𝑨𝑖) (𝑩𝑔, 𝑨𝑔)

𝑩₁

𝑨₁

𝑩𝑔

𝑨𝑔

𝑩₂

𝑨₂

𝑩𝑔

𝑨𝑔

𝑩₃

𝑨₃

𝑩𝑔

𝑨𝑔

Aggregation mismatch

Stays close to local factors
𝑩𝑔𝑨𝑔 =

𝑨₁

𝑩₁

𝑨₂

𝑩₂

𝑨₃

𝑩₃

red: cross terms 𝑩𝑖𝑨𝑗 that no client trained

Clients restart from the averaged factors

J. Zhang et al., “Towards Building the Federated GPT: Federated Instruction Tuning,” ICASSP 2024

FedIT = FedAvg applied to LoRA: average 𝑩 and 
𝑨 like ordinary weights

Simple, and communication-cheap

Goal is simplicity + low comms

Secure aggregation is applicable 



Option 2: Align, then Average (FedRot-LoRA)

Server

Client 1 Client 2 Client 3

(𝑩𝑖𝑅𝑖, 𝑅𝑖
⊤𝑨𝑖) (𝑩𝑔, 𝑨𝑔)

𝑩₁

𝑨₁

𝑩₁𝑅₁

𝑅₁⊤𝑨₁

𝑩₂

𝑨₂

𝑩₂𝑅₂

𝑅₂⊤𝑨₂

𝑩₃

𝑨₃

𝑩₃𝑅₃

𝑅₃⊤𝑨₃

Still not exact (less mismatch)

Local factors modified

Rotation keeps each product:

Clients rotate their factors to align them before averaging, then restart from (𝑩𝑔, 𝑨𝑔)



How FedRot-LoRA Aligns Factors Before Averaging

2 Rotate each client's factors into a common frame, then average

A rotation keeps the product, changes the factors

✓ One rotation 𝑅𝑖 transforms both; we fix it by aligning 𝑩 to 𝑩𝑔 only — 𝑨 then 
carries along (𝑅𝑖

⊤𝑨𝑖)

✓ 𝑅𝑖
⊤𝑅𝑖=𝐼: the rotation preserves each client’s own product (lossless, within-

client)

Then the server averages the rotated factors across clients

— still ≠ averaging the products → not exact (cross-terms shrink, don’t vanish)

— each client’s factors are replaced by the averaged (𝑩𝑔, 𝑨𝑔)

Intuition: factorizations point in different frames

before: misaligned after rotation

FedRot-LoRA — H. Zhang et al., “FedRot-LoRA: Mitigating Rotational Misalignment in Federated LoRA,” ICML 2026

How is each 𝑅𝑖 found?

Align each client’s 𝑩𝑖 to the global 𝑩𝑔 (orthogonal Procrustes):

then take the SVD, read off 𝑅𝑖:



Option 3: Aggregate Products, then SVD (FlexLoRA)

Server

Client 1 Client 2 Client 3

(𝑩𝑖, 𝑨𝑖) (𝑩𝑔, 𝑨𝑔)

𝑩𝑔

𝑨𝑔

𝑩𝑔

𝑨𝑔

𝑩𝑔

𝑨𝑔

Exact aggregation

Initialization mismatch

Clients discard their own factors and restart from new SVD factors every round

FlexLoRA — J. Bai et al., “Federated Fine-Tuning of LLMs under Heterogeneous Tasks and Client Resources,” NeurIPS 2024



What the SVD Does on the Server (FlexLoRA)

3 The average is exact; the SVD only changes its shape — a rank-𝑁𝑟 matrix back into a rank-𝑟 adapter

1. Form the exact average

server has each (𝑩𝑖,𝑨𝑖) → sums the true 
products

2. Truncated SVD → best rank 𝑟

keep the top 𝑟 singular directions

3. Read off factors

rank-𝑟 global adapter

Why SVD?

✓ The exact average is a dense 𝑑×𝑑 matrix of rank up to 𝑁𝑟 (3 clients × rank 8 → 
rank 24)

✓ Clients need a rank-𝑟 pair (𝑩𝑔, 𝑨𝑔), not a dense or rank-𝑁𝑟 matrix

✓ SVD gives the best rank-𝑟 factored form (Eckart–Young): smallest possible loss

✓ Keeping the full rank 𝑁𝑟 is exact, but it grows every round

The catch

Aggregation is exact (no FedIT cross terms); only this 
compression is approximate. And SVD factors are new
(not unique):

Clients are reset → initialization mismatch



Motivating Example

Empirical observation: RoBERTa-Large on MNLI, 3 clients, 𝑟 = 4

2 Factor-Level Initialization Error

𝔼init
(𝑡)

(𝒀) =
1

𝑁
෍

𝑖=1

𝑁 𝒀𝑖
(𝑡+1,0)

− 𝒀𝑖
(𝑡)

F

𝒀𝑖
(𝑡+1,0)

F
+ 𝜀

,  𝒀 ∈ {𝑩, 𝑨}

1 Aggregation Error

𝔼agg
(𝑡)

= 𝑩𝑔
(𝑡)

𝑨𝑔
(𝑡)

− 𝛥𝑾ideal
(𝑡)

F



Keeping Local Factors: What to Pull Toward?

Server: aggregates the products exactly and sends (𝑩𝑔, 𝑨𝑔) to every client

Pull 𝑩

𝜆

own (𝑩𝑖, 𝑨𝑖)

global (𝑩𝑔, 𝑨𝑔)

MNLI  0.875

Pull 𝑨

𝜆

own (𝑩𝑖, 𝑨𝑖)

global (𝑩𝑔, 𝑨𝑔)

MNLI  0.879

Pull 𝑩 and 𝑨

𝜆

own (𝑩𝑖, 𝑨𝑖)

global (𝑩𝑔, 𝑨𝑔)

MNLI  0.896

Pull the product 𝑩𝑨

𝑩𝑖𝑨𝑖

𝑩𝑔𝑨𝑔

𝜆

own product

global product

MNLI  0.906

Same update, different factors (2·1 = 1·2): factor pulls punish this harmless difference, the product pull does not

FedPA-LoRA: Proposed



FedPA-LoRA: Keep Local Factors, Aggregate Products (Proposed)

Server exact, via QR (no dense matrix)

Client 1 Client 2 Client 3

(𝑩𝑖, 𝑨𝑖) rank-𝑅𝑖 reference

𝑩₁

𝑨₁ 𝜆

𝑩𝑔

𝑨𝑔

𝑩₂

𝑨₂
𝜆

𝑩𝑔

𝑨𝑔

𝑩₃

𝑨₃
𝜆

𝑩𝑔

𝑨𝑔

Exact aggregation

No initialization mismatch

Supports heterogeneous ranks

Client 𝑖 minimizes:

Clients keep their own factors; 𝜆 pulls 𝑩𝑖𝑨𝑖 toward the reference, never overwriting them

Two ranks ·  𝑟𝑖 = local rank (computation + uplink)  ·  𝑅𝑖 = communication rank of the reference (downlink) — decoupled, so budgets are 
set per client



Experimental Setup

Natural language understanding Natural language generation

Model RoBERTa-Large Llama 3-8B

Tasks GLUE: SST-2, QNLI, QQP, RTE, MNLI GSM8K; HumanEval (fine-tuned on CodeSearchNet)

Data
Non-IID via Dirichlet 𝛽 = 0.5 (𝛽 ∈ {100, 1, 0.5, 0.1} in 
analyses)

GSM8K: 3 IID clients; HumanEval: 6 clients split by 
programming language

Ranks
Homogeneous: 𝑁 = 10, 𝑟 = 4

Heterogeneous: 𝑁 = 20, 𝑟𝑖 ∈ {2, 4, 16}

Homogeneous: 𝑟 = 8

Heterogeneous: 𝑟𝑖 ∈ {2, 4, 16}

Training 250 rounds × 20 local steps 200 rounds × 30 local steps

Baselines: FedIT, FlexLoRA, FFA-LoRA, RoLoRA, FedRot-LoRA, FedDPA-LoRA, FedSA-LoRA, HetLoRA, Ravan, Fed-PLoRA

Also: ViT-B/16 on CIFAR-10/100 (𝑁 = 10, 𝑟 = 4, 𝛽 = 0.1)



Natural Language Understanding (GLUE)

RoBERTa-Large, 𝛽 = 0.5 (homogeneous: 𝑁 = 10, 𝑟 = 4; heterogeneous: 𝑁 = 20)

✓ Homogeneous ranks: +4.86 pp average over the best baseline (RoLoRA)

✓ Heterogeneous ranks: +6.82 pp average over the best baseline (HetLoRA)



Natural Language Generation (Llama 3-8B)

GSM8K: 3 IID clients; HumanEval: 6 clients split by programming language

Homogeneous ranks (𝑟 = 8) Heterogeneous ranks (three resource groups)

✓ Best on GSM8K and HumanEval in both settings

✓ Heterogeneous: each client receives only its rank-𝑅𝑖 reference



Client-Side Cost per Round

Average client wall-clock time per round (seconds)

✓ Product pull adds +2.8% on RoBERTa-Large and +34% (~1.3 s) on Llama 3-8B over a full LoRA update



Thank you!
Questions?



Server: Exact Aggregation Without Dense Matrices

Reconstruct the rank-𝑅 global adapter from the exact average — without ever forming the dense 𝑑×𝑑 matrix

① Stack the factors

concat 𝑩_𝑖 stack 𝑨_𝑖

the exact average (no cross terms)

② QR each stacked factor
(the only 𝑑-sized step)

𝑸𝑩, 𝑸𝑨: orthonormal, 𝑑×Σ𝑟𝑖

𝑅𝑩, 𝑅𝑨: small, Σ𝑟𝑖×Σ𝑟𝑖

the big dimension 𝑑 is now isolated in 𝑸𝑩, 𝑸𝑨

③ Tiny core, then SVD

SVD on a tiny Σ𝑟𝑖×Σ𝑟𝑖 core, truncated to rank 𝑅

then fold 𝑸𝑩, 𝑸𝑨 back in

Only the two QRs touch dimension 𝑑; the SVD is on a Σ𝑟𝑖×Σ𝑟𝑖 core — never a 𝑑×𝑑 matrix

Same result as a dense SVD of the average: 0.12 s vs 152 s per round (Llama 3-8B)

Two ranks (paper): 𝑟𝑖 = local rank — computation + uplink ·   𝑅 = communication rank — downlink reference returned to clients (𝑅 ≤ Σ𝑟𝑖)



Number of Clients and LoRA Rank

MNLI accuracy, 𝛽 = 0.5

Number of clients 𝑁 (𝑟 = 4) LoRA rank 𝑟 (𝑁= 3)

✓ Best for 𝑁 = 3 to 50 and for every rank 𝑟 = 2 to 24



Partial Participation and Vision

MNLI (𝑟 = 4, 𝛽= 0.5): clients 𝑁, participation rate 𝜌 ViT-B/16 (𝑁= 10, 𝑟 = 4, 𝛽= 0.1)

✓ Best even when only 10% of clients participate per round

✓ The gains carry over from language to vision



Sensitivity: Regularization 𝜆 and Budget 𝑅

Regularization strength 𝜆 (𝑁= 3, 𝑟 = 𝑅= 4) Communication budget 𝑅 (𝑁= 3, 𝑟= 4)

✓ Non-IID: 𝜆 from 1 to 10 is consistently strong

✓ Even 𝑅 = 1 helps; a larger 𝑅 helps more under non-IID data



Server-Side Cost per Round

Average server aggregation time (seconds), homogeneous ranks

✓ Same optimum as dense SVD, ~1,300× faster on Llama 3-8B (0.12 s vs. 152 s)



Server-Side Complexity (Asymptotic)

Dominant per-layer server cost, homogeneous ranks, 𝑁 𝑟 ≪ 𝑑



Backup: Randomized Server Reconstruction (Sketching)

Avoid the dense aggregate with a random sketch (randomized SVD)

1
Draw a sketch

shared seed; 𝑝 small

2
Sketch the range

a sum over clients

3
Range finder

basis of the update

4
Project + SVD

in the sketched subspace

Cost (per layer)

✓ Exact (QR + core SVD): 𝑂(𝑁2𝑑𝑟2)

✓ Randomized: 𝑂(𝑁𝑑𝑟2)

✓ Error bound ∝ 𝜎𝑅_{𝑔+1} (Halko et al., 2011)

✓ 𝑅𝑔+𝑝 = 𝑟𝑡𝑜𝑡 recovers the exact result

✓ Only Step 2 touches client data, and it is a sum over clients → fits secure aggregation

✓ Accuracy holds across sketch sizes ℓ = 𝑅𝑔+𝑝 (right)

Randomized range finder: Halko, Martinsson & Tropp, SIAM Review 2011.  Paper: Appendix G.1.2, Remark 2.

Idea: a random projection Ω squeezes the update’s range into ℓ = 𝑅𝑔+𝑝 columns; do all SVD work in that small subspace
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